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A CONVERSATION WITH PAUL MARITZ
Business data lakes hold the keys to meeting the fast-growing  
business appetite for new combinations of data and to putting  
big data analytics to work across the enterprise. 

To explore the business opportunities and technological capabilities,  
we discussed data lakes with Paul Maritz, CEO of Pivotal, the  
Platform-as-a-Service provider launched by EMC and VMware in  
2013. A technology industry leader for three decades, Paul previously 
served as chief strategist of EMC and CEO of VMware.PAUL MARITZ 

CEO OF PIVOTAL

The third is to use data lakes as a way to help resolve the long-standing 
tension between the corporate push to get standard data into ware-
houses and used consistently, and the business unit need for local 
views and combinations of data that get implemented in all those Excel 
spreadsheets. A data lake is a shared resource, and it may contain a 
lot of carefully administered data. But it also provides a platform for 
business units to get at the data and quickly build the views and data-
driven applications they really need.

At Pivotal, we summarize those three uses with a slogan: “Store every-
thing. Analyze anything. Build what you need.” 

Let’s take those three in turn and go into more detail. How do data lakes 
differ from traditional data warehouses?

PM: The fundamental purposes and technologies are quite different. 
Data warehouses organize structured data that’s represented in columns 
and rows. The format of the data is determined in advance, as are the 
main ways the data will be used. The underlying models of relational  

“Data lake” is a new concept and capability, so new that as of August 1  
it had no Wikipedia entry. Please explain data lakes and what they do. 

PM: You can look at business data lakes three ways: 

The first is as one place to put all the data you may want to use. 
That includes structured data drawn from traditional databases and 
unstructured data like text. It includes data generated by the enter-
prise and data imported from outside sources and services. It includes 
the social media and sensor and telemetry data that’s being gener-
ated in vast quantities and that most enterprises are just learning  
to work with. 

The second way is as a platform for big data analytics. A data lake isn’t 
just a landing zone for all sorts of data. It’s where you can analyze the 
data as well, and where you can find the correlations among data that 
you’ve never before examined together. Many of the breakthroughs 
with business analytics come not just through looking at more data or 
doing more sophisticated analyses, but through new combinations of 
data that reveal the drivers of business performance.
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and object-oriented databases haven’t changed in decades. Meanwhile, 
the data we use and how we use it have changed dramatically. 

Data lakes can store a variety of data, both structured and unstruc-
tured, and can scale to handle very large data volumes. You’re not going 
to try to store everything forever, but you can gather data of potential 
interest without having to know its uses. And you have great flexibility 
moving large amounts of data in and out as needed, for example, social 
media data that’s useful for a specific market analysis. The architecture 
of data lakes, built on the Hadoop Distributed File System, also dramati-
cally reduces the cost of storage. Most important, the purpose of a 
data lake is not just to store and retrieve data, but to explore it, put it 
together in unanticipated ways, analyze it, and learn from it.

But let’s not overemphasize the differences. Enterprises need their 
data warehouses and other repositories to work together with their 
data lakes. Warehouses are primarily for business intelligence and 
reporting. Data lakes are for customized business views, analytics, and 
prediction. Data should migrate as needed — from warehouse to data 
lake for analysis, and then the results can go back to the warehouse for 
reporting. Each adds value to the other, and together they form a more 
comprehensive capability to capitalize on data. 

Please say more about data lakes as platforms for big data analytics.

PM: As I said, the data lake is not just a landing zone. It’s also where  
you should be able to analyze the data in place, without having to 
segregate and move it. That means you can work on more data faster. 
So I prefer to call it “big-and-fast” data analytics.

Big data isn’t just about working with unprecedented amounts of data, 
or even large amounts of unstructured data. If you can get all of the 
relevant data in one place and analyze it quickly, you can affect events 
as they’re still unfolding. You can catch people and things in the act and 
influence them in real time. That’s what the pioneers in business appli-
cations of big data have been trying to do all along: stop the fraudulent 
credit card transaction in process, anticipate failure and shut down a 
machine before it gets damaged, reroute network or power grid traffic 
on the fly to avoid failed nodes and traffic jams.

With today’s big-and-fast data technology, businesses can build these 
kinds of applications much quicker and cheaper than the pioneers did. 
Data scientists and other analytics professionals have a platform for 
exploring what the data reveals about complex business issues and 
iteratively developing visualizations and predictive models to express 
and address them. 

Organizations and individuals have been generating enormous 
amounts of data for a long time. Only lately have we had technologies 
and methods for dealing with it with relative ease. Data lakes help  
put big data to work for the enterprise. 

How can data lakes reshape information management practices?

PM: A data lake is an enterprise resource that gives business units,  
functions, and departments unprecedented freedom and flexibility  
to gather, analyze, and use the data they most need. I see that driving 
big changes.

For example, “corporate” is just another view, and it does not include all 
of the corporation’s data. The corporate finance function can set policy 
and delineate how data is submitted by business units to consolidate 
financials. But business units can vary or enrich that data to better 
understand and manage their own operations. A data lake enables 

“DATA LAKES ARE  
NOT ON THE HORIZON. 
THE CAPABILITY IS 
HERE, AND WE WANT 
THE TIME TO BUSINESS 
BENEFITS TO BE VERY 
SHORT.”
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different views of almost unlimited combinations of data. It’s an  
inherently distributed and flexible, rather than hierarchical and  
preordained, approach.

Data governance changes in interesting ways. People who’ve built large 
data warehouses attest to the fact that the greatest effort goes into 
data governance, especially the often tedious and occasionally conten-
tious process of getting different parts of the enterprise to agree on 
what the data means and how to represent it. The goal is to get agree-
ment on everything in advance, which is impossible — and explains 
why even the best warehouses seem incomplete and inflexible.

With data lakes, in contrast, the data and its uses aren’t predetermined, 
so organizations need to agree when it counts most — at  
points of collaboration in using data. This makes data governance a 
much more ongoing and distributed activity. 

What are some of the applications of data lakes to date?

PM: We naturally see applications that need to analyze vast amounts  
of newly generated or combined data, for example, genomic analysis  
or predictive models for when and where power grids will fail. 

Enterprises of all kinds have opportunities around customer insight 
and experience. You can pull together everything you know about your 
customers and everything they tell you — customer profiles, purchase 
history, sales and call center interactions, the social media data where 
customers are speaking for themselves. You can also “instrument” the 
customer experience in great detail with the help of customers’ mobile 
devices as well as the enterprise’s regular data capture methods. 
Analyze all that data together, and you can design and deliver a more 
compelling experience — even shape the experience in real time.

CIOs should be especially interested in applications in information 
systems security. Controls like firewalls and authentication are insuf-
ficient to protect an enterprise against all of today’s threats, external or 
internal. You’ve also got to be able to notice and analyze the behaviors 
of people or programs that have or appear to have valid credentials. An 
organization that puts all its system logs and network activity into a 
data lake can get better and faster at spotting anomalies, which leads 
to faster and more targeted response. IT management can then close 
the loop by using the intelligence generated from the data lake to build 
predictive models of when and where problems are most likely to occur.

Once enterprises gain experience using data lakes in IT security, I  
envision a range of applications for analyzing and managing other 
forms of business risk. 

Given that data lakes are new, what should organizations anticipate 
when implementing them?

PM: Data lakes are going to get very big, at least an order of magni-
tude bigger than the largest corporate data repositories today. That’s 
because the generation rate of potentially useful data just keeps accel-
erating. Fortunately, data lakes have a far more favorable cost structure 
than conventional databases, where it can be cost-prohibitive, not to 
mention technologically cumbersome, to do big data analytics.

For IT and especially data management professionals, there are new 
skills to learn, new methods to practice, and necessary changes in 
mindset. Data warehouses try to get all the data letter-perfect for 
business transactions and reports. Data lakes try to bring interesting 
data together for analysis and insight. So the meanings of data quality 

“FOR BUSINESS  
LEADERS, THE BIGGEST 
CHALLENGE MAY  
BE DECIDING WHAT  
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LAKES BECAUSE  
THERE ARE SO MANY 
OPPORTUNITIES.”
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“DATA LAKES ENABLE 
BUSINESS PEOPLE  
AND ORGANIZATIONS  
TO WORK WITH 
MUCH MORE DATA 
OF INTEREST, DO 
BETTER AND FASTER 
ANALYTICS, DECIDE 
AND ACT IN REAL  
TIME, AND GENERATE 
FAR MORE INSIGHT 
AND VALUE.”

Visit www.emc.com/cio

and sufficiency change. And I already mentioned the changes to data 
governance when much less needs to be determined in advance. To 
work in both venues — and we need people who can — data manage-
ment people must be very smart and very flexible.

For business leaders, the biggest challenge may be deciding what 
to do with data lakes because there are so many opportunities. The 
constraints around how much data an organization can work with have 
effectively been removed. That opens up endless possibilities for doing 
new things, doing old things better, and doing things extremely fast. 
We’re limited by our imaginations, not the technology. 

With constraints removed, some organizations have a clear sense of 
what matters and they get to work. For example, UPS has been using 
information and analytics to tackle the “traveling salesman” problem 
for decades. The company’s latest effort uses much more telemetry 
and traffic data to save millions of delivery truck miles and millions of 
gallons of fuel. Other companies will try to do too many things, and 
their efforts and benefits are fragmented. Still others are paralyzed  
by all the new choices and study rather than act upon them.

Business leaders and their technology advisors have to pick their shots. 
And when the landscape is unfamiliar, that isn’t easy. We recommend 
picking a few opportunities that can generate momentum and getting 
to work. 

What are the key things that CIOs should know and do about business 
data lakes?

PM: Data lakes are not on the horizon — they’re here today. The 
technology integration of flexible, scalable data storage with big data 
analytics is admittedly complex. Few enterprises would want to do it 
on their own, or even invest directly in all the underlying technology. 
That’s why data lakes are a Platform-as-a-Service offering at Pivotal. 
The capability is here, and we want the time to business benefits to  
be very short.

They’re business data lakes. Their purpose is to enable business people 
and organizations to work with much more data of interest, do better 
and faster analytics, decide and act in real time, and generate far more 
insight and value. To the business, the data lake is a service, and success 
is measured in how the service is consumed and converted into other 
forms of business value.

Finally, you can be ambitious. Most enterprises are just scratching 
the surface of what they can do with big data and analytics. The 
constraints on data use really have been removed. So work with your 
business executive partners, pick an interesting opportunity or two,  
be creative, and exceed your ambitions.

www.emc.com/cio

